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Workflow 1: work in the browser





Browser workflow: pros and cons

Pros

Less setup

More powerful compute for R…

…depending on your laptop.

Large node on Databricks is 28GB RAM.
(You can still use Databricks SQL Warehouse from the IDE.)

Easy to share folders like SharePoint

Cons

You might not like notebooks

You might not like the browser
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Some setup
Python / SQL only: no setup.

If working with R, create compute:

Compute → All-purpose compute → Create with DfE Personal Compute.

1
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Setup: R compute

1

3

2

1. Node type
Change to Large if you prefer.

2. Advanced → Access mode
Manual → Dedicated → Your account.

3. Create
Click Create. You only need to do this once.

Takes about 5 minutes to start.

Switches off after 1 hour of inactivity.

Deleted after 1 month without turning it on.
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Languages on personal compute
1. SQL · summarise in Spark

%sql
SELECT AGE AS age,
       AVG(BUSHR) AS avg_hours, COUNT(*) AS n
FROM catalog_30_bronze.lfs.lfs_raw
WHERE BUSHR >= 0 AND BUSHR != 99
  AND AGE BETWEEN 21 AND 70
GROUP BY AGE

2. Python · keep larger groups

%python
hours = _sqldf.filter("n >= 30")
hours.createOrReplaceTempView("hours_by_age")

3. R · collect the summary and plot

%r
library(sparklyr)
library(tidyverse)
sc <- spark_connect(method = "databricks")
hours <- tbl(sc, "hours_by_age") |>
  collect()

ggplot(hours, aes(age, avg_hours)) +
  geom_line() +
  labs(x = "Age", y = "Mean weekly hours") +
  theme_minimal()

4. Markdown · explain the result

%md
Descriptive, unweighted means for ages 21–70.
Excludes negative hours and 99;
shows ages with at least 30 valid records.
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Results next to code

01 · Browser 9



Genie
Ctrl+I: mini completion

Ask for a quick edit in the cell, then review 

and accept the suggestion.

Genie Code

Ask to help with a larger analysis in the side 

panel.
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Connecting to data from notebooks in R

library(tidyverse)
library(sparklyr)

sc <- spark_connect(method = "databricks")

gias <- tbl(
  sc,
  I("catalog_30_bronze.gias_public.vw_gias_mains")
)

Genie connects SQL and Python as expected, but it struggles with R because the API is newer. (Don’t 

use SparkR, it’s old.)

01 · Browser 11



02 / 03

Workflow 2: work on desktop IDE







IDE workflow: pros and cons

Pros

Use your favourite IDE…

…including Stata.

Better AI

Databricks endpoints (Sonnet/Opus 5.5) 

are better than Genie.

Cons

More (one-time) setup

Install tools, packages, and connection 

drivers.

Local memory is limited

Filter and aggregate in Databricks; 

download only what you need.
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Laptop setup: overview

01 Programming language

02 IDE

03 Databricks connection details + SQL warehouse
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What language?
R

R 4.6 with Rtools 4.5.

Installation instructions →

Python

Python managed with uv.

Installation instructions →

Stata

Search for Stata in MyDfE ↗ 

and select Request.
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Choose your working environment

Positron

Install →

RStudio

Install →

VS Code

Install →

Claude Code / 

Terminal

Install →

Stata

MyDfE ↗

Requires a separate

IT ticket.
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Supporting tools

Git

Track changes to code and project files.

Databricks ODBC

Driver to connect to Databricks SQL 

warehouse.

Installation instructions →
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Connecting tools to Databricks
The end goal: three user variables

Your tools use these to connect to the workspace and SQL warehouse.

Next: find the connection details and token, then save them here.
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Choose a SQL warehouse
In your Databricks workspace: Compute → SQL warehouses → WORKSHOP SQL WAREHOUSE.

1
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Copy the connection details

←

Workspace URL

URL + https:// → DATABRICKS_HOST.

HTTP path

Copy the warehouse path → 

DATABRICKS_SQL_PATH. Adding an extra 

leading forward slash helps fix some bugs:

//sql/1.0/...
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Find your access tokens
1 · Account → Settings

1

2 · Developer → Manage

2

3 · Generate new token

3
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Generate and copy your token
Name, lifetime, and scopes

Name doesn’t matter, lifetime can be set to 730 

days, doing all scopes is easier.

Copy once → DATABRICKS_TOKEN.
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Open your user environment variables
In Windows Start, search for environment variables for your account.
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Add three user variables

Under User variables, use New… or Edit…

DATABRICKS_HOST Workspace URL with https://

DATABRICKS_SQL_PATH Warehouse HTTP path

DATABRICKS_TOKEN Your personal access token

Save with OK. Fully close and reopen your IDE.
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If using R, install packages

Open the project folder in Positron or RStudio. Run in the R console:

install.packages(c("DBI", "odbc", "tidyverse", "dbplyr"))

You can install packages from

• CRAN: install.packages("package")
• GitHub: remotes::install_github("username/package").
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If using R: connect

1 · Open a warehouse connection

library(tidyverse)
library(dbplyr)

con <- DBI::dbConnect(
  odbc::databricks(),
  httpPath = Sys.getenv("DATABRICKS_SQL_PATH"),
  useNativeQuery = FALSE
)

Set useNativeQuery to FALSE if you’re writing back to your eerc area. TRUE is quicker if 

only reading.
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If using R: query a remote table

gias <- tbl(con, I("catalog_30_bronze.gias_public.vw_gias_mains"))

R

query <- gias |>
  filter(
    LAcode == 201L,
    PercentageFSM >= 0,
    PercentageFSM <= 100
  ) |>
  mutate(
    fsm_share = PercentageFSM / 100,
    high_fsm = PercentageFSM >= 30
  ) |>
  select(URN, fsm_share, high_fsm)

query |> show_query()

SQL Translation

SELECT
  `URN`,
  `PercentageFSM` / 100.0 AS `fsm_share`,
  `PercentageFSM` >= 30.0 AS `high_fsm`
FROM
  catalog_30_bronze.gias_public.vw_gias_mains
WHERE
  (`LAcode` = 201) AND
  (`PercentageFSM` >= 0.0) AND
  (`PercentageFSM` <= 100.0)

show_query() displays SQL.

query |> collect() runs it and downloads the result.
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If using Python: prepare the project

In the project folder, create an environment and install packages:

uv venv
uv pip install databricks-sql-connector pyarrow pandas

Use the three environment variables set earlier.
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If using Python: connect

1 · Open a warehouse connection

import os
from databricks import sql

host = os.environ["DATABRICKS_HOST"]
con = sql.connect(
    server_hostname=host.removeprefix("https://").rstrip("/"),
    http_path=os.environ["DATABRICKS_SQL_PATH"],
    access_token=os.environ["DATABRICKS_TOKEN"],
)
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If using Python: fetch 10 rows

2 · Run SQL and return a small result

table = "catalog_30_bronze.gias_public.vw_gias_mains"

with con.cursor() as cur:
    cur.execute(f"SELECT * FROM {table} LIMIT 10")
    data = cur.fetchall_arrow().to_pandas()

print(data)
con.close()

SQL runs in Databricks; 10 rows become a pandas frame.
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Run SQL saved in a file
gias-preview.sql

SELECT *
FROM catalog_30_bronze.gias_public.vw_gias_mains
LIMIT 10;

R · use the connection from the previous example

sql <- readr::read_file("gias-preview.sql")
preview <- DBI::dbGetQuery(con, sql)
print(preview)
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If using Stata

Either:

• Connect directly with ODBC. Investigate the connection setup in Stata’s ODBC 
documentation ↗.

Or

• Use R to download the data into a format Stata can read. Avoid CSV; try 
haven::write_dta() or arrow::write_parquet() if your Stata version supports 
Parquet.
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Best practice

Documentation · Version control · AGENTS.md · Model settings · Computation



Documentation
• Make sure the tables you’re using have 

documentation for agents (and yourself).

• For TAD-managed data, this is already there: 
SWC, TALIS, LFS and ASHE.

• For everything else, download the data 
dictionaries to your working area. Convert 
them to Markdown once so the agent can read 
them easier.

• Ask the data owners to improve their 
documentation.

LFS column comments: definitions and availability.
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Version control

Review the diff. Is this the change you intended?

If you’re using AI heavily, use Git in 
Databricks and on your laptop.

Save Databricks notebooks as source 
(.R / .py) to make changes easier to 
review.

Ask your agent to create a branch, 
commit and push. With gh, it can also 
draft the pull request.
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AGENTS.md and skills
If you keep repeating instructions, write them once in 
AGENTS.md at the root of your repo.

Examples: use R and sparklyr; save figures as PNGs with 
ggsave; commit and push regularly.

For specific tasks, add a skill: a folder with a SKILL.md 
explaining the steps.

On your laptop:
~/.agents/skills/

On Databricks:
/Workspace/Users/<your-email>/.assistant/skills/

For example, put your chart-formatting instructions in a 
finalise-figures skill, then invoke it with 
/finalise-figures.

example-eerc-project/

├── AGENTS.md

├── analysis/
│   └── 01-clean-data.R

└── .agents/skills/
└── finalise-figures/

└── SKILL.md

AGENTS.md
# Project instructions

- Use R and sparklyr.

- Save figures in outputs/.

- Use ggsave() for PNGs.

- Commit and push regularly.
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Model settings: context and Auto mode
Context window
The model’s working space: instructions, 
chat, files it reads and tool results.

Compaction summarises long chats: use 
this to reduce the time you spend with a 
filled up context window. Save decisions in 
files for later. Start fresh when changing 
tasks. Models tend to do better with less 
irrelevant context.

Auto mode
A classifier allows or blocks risky actions. 
Allows the agent to run unattended for 
longer, in a safe(r) way.

03 · Best practice 39



Choose a model for the task
01 Haiku

Cheap, but shouldn’t be your daily driver: use for subagent 

workflows.

02 Sonnet

Default for most tasks.

03 Opus

For problems Sonnet is struggling with.

The best models change every few weeks, and our availability on 

Databricks is limited (for now). Check Arena LLM leaderboard for up-to-

date comparison of LLM capability.
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Where does computation happen?
R: keep heavy work in the remote tbl() pipeline, before collect().

# conn: con on laptop, sc in notebook
# table_name: table
summary <- tbl(conn, I(table_name)) |>
  count(LAcode) |>
  collect()

# Only the small summary enters R.
# Plot or format it here.

Filter, select columns, join and summarise remotely.

Everything before collect() runs on the Databricks SQL Warehouse; after collect() the results are 

downloaded into R.

For regressions using Spark/SQL check out dbreg.
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https://github.com/grantmcdermott/dbreg


Extra slides



Start with Software Center
On your Windows computer

Start → Software Center.

Find Positron or RStudio 

and select Install.

← Return to working environments See the application list →
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Find your app in Software Center
Select Applications, then search for your tool or select its tile.

← Return to working environments See the Install button →
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Open the app and select Install

Git shown as an example

Open the application’s details, check the 

name, then select Install.

Use Installation status to check progress.

← Return to working environments ← Return to supporting tools
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Install R and Rtools
R Rtools

Install R and compatible Rtools from Software Center. Open each app’s details and select 

Install. You might have to do it twice because it’s buggy.

← Return to language choice
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If using Python: install with uv

In PowerShell, install uv:

winget install -e --id astral-sh.uv

Reopen PowerShell, then install Python:

uv python install 3.13

← Return to language choice
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Install the supporting tools
Git

Track changes to code and project files.

Databricks ODBC

Connect compatible tools to Databricks 

through ODBC.

Open each app’s details in Software Center and select Install.

← Return to supporting tools
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VS Code

Run this in Windows PowerShell:

winget install -e --id Microsoft.VisualStudioCode

01 Open Visual Studio Code

Wait for installation, then open it 

from Start.

02 Open the project folder

Use File → Open Folder.

← Return to working environments
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Claude Code + UG · 1 / 2

This setup requires both Claude Code and Unity Gateway (UG).

1. In PowerShell, install uv if you do not already have it:

winget install -e --id astral-sh.uv

2. Reopen PowerShell, then install both tools:

winget install -e --id Anthropic.ClaudeCode
uv tool install git+https://github.com/databricks/unity-gateway

3. Reopen PowerShell again. Check both installations:

claude --version
ug --help

← Return to working environments Connect and launch →
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Claude Code + UG · 2 / 2

Databricks: AI Gateway → Agent Integrations.

With both tools installed, open PowerShell in your project folder:

ug claude

Unity Gateway setup guide ↗

Launch from your project 

folder

Claude Code
ug claude
Codex
ug codex
OpenCode
ug opencode

First launch: select your workspace and 

authenticate.

← Install Claude Code + UG ← Return to working environments
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